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1 Executive Summary 
 

The image path of multifunction printers (MFPs) remains an area of active innovation driven by market demands to 
improve quality, speed and overall cost-efficiency. To date, custom ASICs have been a traditional solution for much 
of this processing, but NRE costs and schedule risks are getting out of hand while new, more potent processor 
solutions are emerging as viable alternatives. With the trend to focus on core competencies, differentiation and time 
to market, there is also an increasing emphasis on algorithm and software development over hardware design. 

 
Although a software programmable processor would be ideal to handle the changing requirements and enable lower 
development costs, traditional processors donÕt have the compute horsepower to fully replace ASICs for much of the 
image processing. Furthermore, the regular increases in processor performance based on increases in clock 
frequency we have learned to enjoy and expect over the last decades, is coming to a halt. 
 
A new emerging generation of media processors is approaching processing from a different angle with a focus on 
parallelism with efficient, transparent data flow management supported by high-level C compilers to deliver a new 
level of usable performance.  Of these new media processors, SPIÕs Storm-1 processor family leads the pack with an 
order of magnitude higher performance than the leading embedded processors. 
 
SPIÕs Stream Processorª architecture is built from the ground up for efficient parallelism with thousands of 
operations in flight every clock cycle, bridging the performance gap between a software-programmable processors 
and hardwired ASICs. Similar to how hardwired ASICs can achieve high efficiency, SPIÕs architecture exploits data 
locality with explicit, compiler-managed data movement in combination with massive parallelism, delivering an 
unprecedented combination of performance and ease of use. 
 
With SPIÕs solutions, MFP manufacturers now have an attractive software-based alternative for the scan, copy and 
print imaging pipelines that offers lower life-cycle costs than custom ASICs while improving competitiveness in the 
next generation of applications. New algorithms and approaches, such as a contone image path, can be implemented 
with significantly less effort, while the C development environment profoundly simplifies feature management 
across product lines. 
 
 
 
 

 
 
 



 
Multifunction Image Path Design: Current Practice and Future Evolution 

 
 

 
© Copyright  2007 Stream Processors, Inc.                                                         3/15 

2 New and Emerging Features 

2.1 Scan 
MFDÕs can scan documents to simple file types, with the more capable machines offering multi-plane Mixed Raster 
Content (MRC) encoding. High image quality and excellent compression ratio is achieved by separating text and 
other line-work/line-art from photos and other slowly varying image content. 

 

The most commonly used MRC container, Acrobat (pdf), allows almost arbitrarily complex decompositions, 
including all known MRCs. The separation of text and other content helps with accuracy when performing OCR, 
and some MRCs will encode hidden planes for text codes and position information to enable for text search and 
copy/paste features. 
 

Non-text line art may be bitmap-encoded in a binary selector plane, whereas newer technologies synthesize line art 
into parametric modeled curves.  Such Mixed Content (MC) files include planes consisting of calls to drawing 
primitives, allowing for line art objects to be copied into other documents. 

 

Persistent memory for scanned images allows readjusting a scanned document without physically rescanning.  The 
user can apply different image corrections or enhancements, and select different encoding/compression over and 
over again until the desired result is achieved. 
 

Some vendors offer these advanced formats, but at lower speeds, but as scanning supplants physical file cabinets for 
incidental document filing, the pressure to provide fast delivery of image files will increase. 

2.1.1 Scan - Next Generation 
While Acrobat is the current container of choice, next generation machines will support the new Microsoft sets with 
the XPS (XML Paper Specification) system. Formats will continue to improve the encoding such that they come 
closer to the abstractions from which the original images were generated.  For example, the ideal encoding for a 
PowerPoint document would be to synthesize the various image components. 
 

While being able to surmise the generation program for a document might ultimately prove unworkable, extracting 
structure based on the positioning of information on a page coupled with interpretation of cues allows abstraction of 
common documents into well-defined language descriptions like Extensible Markup Language (XML).  Universities 
and mainstream imaging companies are investing heavily in this area and new formats and applications based on 
Document Structure Analysis are on the near horizon. 

 

Persistent image repurposing will be generalized to a universal mechanism for moving content to other application-
specific formats and uses.  In the past there have been problems with repurposing based on the fact that if a low 
resolution encoding is selected at scan (or short-term rescan) time there is no way to go back to the high resolution 
original if needed.  In the future, image persistence will be long term and at the highest resolution, such that a 
document can be re-encoded, copied (printed locally), or broadcast (printed remotely), and users can have 
text/graphic/photo content extracted (into editing applications), all without compromise in image quality or system 
performance.  This requires a mechanism for efficiently finding scanned material and for providing high levels of 
access security. 

2.2 Copy 
Current devices strive to deliver the highest quality facsimile. Customers are sensitive to distortions in the copy 
process and sophisticated machines have features to correct problems with the original.  In fact, the customer rarely 
wants the best facsimile of an original; they want an image that meets an ideal vision of their original. Examples of 
distortions that can be corrected include: 

¥ De-skewing of images Ð detection of skew (slightly rotated image) and image rotation to correct. 
¥ De-speckle Ð detection and removal of spots caused by dust or other stray dirt. 
¥ Hole removal Ð detection and fill of holes (such as punched holes) or tears in the scanned document. 
¥ Margin enforcement Ð removal of image data within specified borders. 
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MFDs can also merge annotations into the image as it is printed.  Typical annotations include page numbers, 
document title, company logo, and usage warning messages. MFDs can also adjust image sizes and composite 
images to achieve multiple images onto single image sheets.  Predefined operations for well-known page formatting 
techniques such as ÒsignatureÓ booklets are built in. 

2.2.1 Copy - Next Generation 
Next generation machines will be able to reprocess previously captured images such that prints done locally or 
remotely are at the highest quality deliverable by the specific print technology used by end-target print devices, e.g. 
hi-res laser, liquid ink jet, solid ink. Images captured for copy are later repurposed as encoded files exported for 
database storage or downstream workflow processing. 

Distributed printing of images captured on one machine requires scanning to some export format, and eCopy and 
other implementations for Òremote copyingÓ are gaining popularity.  The next step is to draw these into a single 
uniform framework, and itÕs reasonable to expect more demand for operation across a heterogeneous collection of 
devices. 
 

2.3 Print 
Native processing of Print Description Languages (PDLs) for local device printing remains the most common use of 
MFDs.  Typically, MFDs accept a PDL from an application or driver and process these print jobs autonomously. 
The local processor in the MFD has primary responsibility for converting the language-based description acceptable 
to the print engine.  The print speed of this local processor is largely determined by the demands of PDL processing 
and the performance of the processor.  Currently the most popular PDLs are Postscript and PCL, although there 
remain a large number of limited-purpose and even vendor-specific formats.  This is a much bigger problem for 
production printing (sometimes done on high-end MFDs) due to the requirement to support all PDLs. 

2.3.1 Print – Next Generation 
Although Microsoft talks about coexistence with Adobe, many call XPS printing MicrosoftÕs ÒAcrobat killerÓ.  
Certainly, coexistence will have to be maintained for many years. 

 

Similar to the persistent storage of images captured via scanning, users want to reprint past jobs without reopening 
applications that might regenerate Postscript.  This assures that the reprint is identical to the original print.  Users 
want to print standard cover pages or forms directly from the MFD User Interface. 

 

Users are looking to print composite documents and forms from multiple sources without having to invoke 
intermediate editing software to build the composite document.  For example, the user might configure a standard 
reply to requests for sales information that includes a customized cover letter, standard product brochure and current 
price list.  Only the letter would be modified for each customer, while the other data (the brochure and price list) 
would be kept in local storage.  The ensemble would be printed as one print job.  This mode of operation would 
primarily be implemented as a customized workflow. 
 

2.4 Fax 
Fax remains widespread, particularly in companies and whole countries with weak Internet infrastructure.  However, 
Fax is clearly used less and less as the mainstream for image communication, to be replaced by more sophisticated 
electronic image distribution, such as simple scan-to-email. 

 

2.5 Work Flow  
High-end vendors have already Ñ  or are working toward Ñ  exposing interfaces to macro-level functions such that 
they can be accessed to allow for configurable workflows with scripted sequencing and specific user interfaces. 
These functions can be exposed in a variety of ways:  from basic web-based UI screens and dedicated scripting 
languages running on the local controller, to a full web-based services model.   
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This accessibility allows third parties to develop applications for these machines that provide composite features and 
functions that are not present on the base machine. eCopy is an example of a third party application available for 
several vendorÕs machines implementing distributed capture and printing.  

 

A widely used form of a simple work flow within enterprises is a scan capture and file export to some remote 
application server.  Expense report capture is an example, or distribution of printed faxes.  
   

2.5.1 Work Flow – Next Generation 
Customers are starting to require ways to custom tailor low level machine operations.  One example is the ability to 
search for vendor-specific control or security information buried in all captured images.  Additionally, advanced 
customers and integrators would like to define new, multi-step image flows based on very small-grain primitives. 
The model is not new; for decades high-end production systems have used independent and configurable scanning, 
Òmake-readyÓ and printing processes.  The new innovation is to bring these functions closer to the end user in terms 
of defining the application and providing physical proximity of the devices used in the workflow. 

 

Stand-alone scanners feeding dedicated applications on PCs or mainframes have long been used in production 
processing of handwritten-forms-based information.  Usually implemented as special departments or contracted 
services, companies have build up proprietary applications for document submission, capture, information extraction 
and database storage steps that constitute the flow of work in processing specific forms.  Insurance claims are an 
example.  Multifunction devices with scan capture are already used in corporate workflows where the MFDs simply 
capture and export files to some remote application server. Time card reporting is another example.   
 

In the past, MFD vendors have tried a number of features to provide automation of certain user interface and/or 
application workflows. For example, machines have printed forms with embedded data glyphs on paper to generate 
forms that are readable by the same or similarly equipped machines.  The glyphs can include instructions for 
downstream applications about how to interpret the form, such as implement a paper UI for material scanned back 
into the machine.  A cover form might indicate the numbers of copies or distribution of copies, file names, etc.  The 
forms might support user level control via manual marking with checkmarks, highlights, circles, etc. to indicate 
processing intent.   
 

2.6 Security 
Local controller execution, including its file system and network interactions, is protected using the security features 
of its embedded operating system.  That is, essentially all security is a function of operating system integrity. On the 
network level, traditional network encryption and authentication mechanisms are used ensure access. With more and 
more data being stored in a MFDÕs hard drive, keeping information safe is paramount. Or the reverse, make sure that 
no sensitive information being recorded. 

 

Some devices implement a walk-up physical security where you will need to enter a pin code to access the device or 
get your printout, which may be delivered in a secure output bin. 

2.6.1 Security – Next Generation 
New imaging technologies exist that can push some of the security of images directly into the image itself, 
including: 

¥ Buried metadata invisibly encoded into the image but visible to electronic scanners, such as serial 
numbers, date codes, digital rights management codes, source path, timestamp, issuer and other unique 
markers. 

¥ Visible metadata such as watermarks. 
¥ Image encryption which requires special access validation to decrypt and view.  
¥ Tamper detection can track if a document has been altered.  
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3 Operation concurrency 
Much has been made by various vendors of their machines abilities to do more than one thing at once.  Some low-
end machines are limited to only one operation at a time, even if logical concurrency is possible.  In the early cases, 
this resulted from simple reused hardware components and the use of very simplistic operating systems / control 
programs. The common operation concurrency table for MFDs today is shown in the following table: 

 
 Scan Copy Print FAX send FAX receive 

Scan NO NO YES NO YES 

Copy NO NO NO NO YES 

Print YES NO NO YES YES (defer) 

FAX send NO NO YES NO NO 

FAX receive YES YES YES (defer) NO NO 

Table 1. Traditional Operation Concurrency 
 

Notice that by treating most operations as atomic, the true potential concurrencies are missed.  In the following 
table, composite operations like copy are decomposed to a scan step followed by a print step. 

 

 Scan to 
Internal 

Decompose 
PDL to Internal 

Import to 
Internal 

FAX receive 
to Internal 

Print from 
Internal 

Export from 
Internal 

FAX from 
Internal 

Scan to 
Internal NO YES YES YES YES YES YES 

Decompose 
PDL to 
Internal 

YES YES* YES YES YES YES YES 

Import to 
Internal YES YES YES* YES YES YES YES 

FAX receive 
to Internal YES YES YES YES* YES YES 

YES if 2 
phone lines 

Print from 
Internal YES YES YES YES NO YES YES 

Export from 
Internal YES YES YES YES YES YES* YES 

FAX from 
Internal YES YES YES 

YES if 2 
phone lines YES YES 

YES if 2 
phone lines 

Table 2. Operation Concurrency with Full Multifunction Partitioning 
 
 

When decomposed to this level, providing concurrency looks almost trivial.  Full concurrency requires: 

1) A multi-tasking operating system capable of running all controller functions as independent threads. 
2) Concurrent image processing paths for scan input and print output.  This could be implemented on a single 

multi-tasking processor if that processor were fast enough. 
3) Concurrent Fax send and receive functions require separate send and receive phone lines. 
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4 Emerging trends summary 
Reviewing the emerging trends in previous section, the following common characteristics can be observed. 

4.1 Re-purposing 
Current generation machines require the user to consider all possible uses for an image when it was digitized. Future 
devices will capture documents into persistent memory, either managed on the device or on a secure file server, at 
image qualities that are limited only by the characteristic of the capture device.  Users will be able to access and 
reprocess captured images maintained in persistent storage for use by other applications. 

 

Repurposing requires high quality encoding to preserve content, but ideally in a more compact representation that 
the full resolution pixel-map.  Repurposed images will be processed to extract as much high-level meaning as 
possible.  
 

4.2 Increasing Configuration Flexibility, Workflows 
Major vendors have products with an API exposing some level of internal control.  In the simplest form, these are 
Òconfigurable user interfacesÓ allowing quick customization of UI look and feel.  The unequivocal trend is to expose 
the basic machine kernel operations, which in-turn allows value-added resellers (VARs), third party software 
vendors and ultimately end-users to synthesize workflow and integrate customized machine operations.  Web 
services models seem to be the preferred method for opening up the device to configurable control. 

A less visible trend is extrapolated from trends in the commercial scanning industry.  Here applications may demand 
specialized processing to extract content, e.g. recognition of handwritten text, editing marks, buried metadata, and 
photos.  Content can in some cases include instructions on how to interpret form content to implement a paper UI.  
Industry leading scan services companies have developed libraries and system scripting infrastructures to support 
the generation of custom primitives as part of larger systems for customizing the overall workflow.  Given that 
essentially all customized scanning applications have over time migrated to multifunctional devices, it is likely that 
that low level imaging customization will migrate to the MFD as well. 

 

4.3 Network Distribution of Function, and Heterogeneous Device 
Interoperability 

One clear result deriving from configurable workflow, web service access with device discovery, and repurposed 
documents is the ability to provide services across multiple devices with the same ease as on a single standalone 
device. Scanned documents are frequently archived using networked resources.  The next step is to draw these into a 
single uniform framework, which is possible for each manufacturer at least across its own product line.  ItÕs 
reasonable to expect more customer demand for operation across a heterogeneous collection of devices. 

 

4.4 Reuse of Multifunction Controller Across Product Lines 
Customers are asking for more consistent look and feel in the user interfaces and seamless interoperability.  While a 
common platform does not necessarily fulfill this need, it can make the goal easier to achieve and maintain when 
properly designed.  Certainly there are strong internal reasons for vendors to standardize system components, but a 
universal directive to minimize hardware costs has been the primary reason for lack of standardization to date.  
Consequently, manufacturers have carefully scaled hardware platforms to meet the performance needs of very 
specific product points.  With this model, software also gets incrementally optimized to make best use of the 
hardware at hand.  As computer platforms continue to get faster and cheaper, narrow tuning becomes less 
compelling, particularly when the engineering costs associated with tuning are considered.  Additionally, vendors 
are doing a better job providing scalable yet compatible systems.  All of this is leading manufacturers to standardize 
on one or several compatible controller architecture and to build modular scalable implementations. 
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5 Implementation Alternatives 
Image path processing requires the some of the highest computational performance found in commercial products 
today.  In the earliest digital copiers, Application Specific Integrated Circuits (ASICs) were the only technology 
capable of providing sufficient performance.  ASIC implementation was necessary even when product volumes were 
low; the associated costs and design complexities were accepted as the only available means to an end.  As the 
somewhat more flexible field programmable gate arrays (FPGAs) gained in density and performance, they were 
readily used, frequently for prototyping and as companion devices extending the life of ASICs. 

 

Now, a current generation of more specialized Òreconfigurable fabricsÓ aspire to enter the digital imaging 
marketplace.  Collectively these look like stylized FPGAs with limited system architectural choices, which is why 
these have not yet proven to be efficient for document imaging.  A generation of Òmedia processorsÓ and DSPs has 
come and gone without making a significant impact on the document imaging market.  Hopes for complete host-
based image processing always seem to be just one generation away, but have not yet proven to be cost effective; the 
cost per unit computation remains much higher than what is achievable through tailored ASIC implementations. 

Recently a new generation of programmable platforms has emerged that shows great promise for fulfilling all of the 
cost, performance and time-to-market needs of document imaging.  For the most part, these products are coming 
from innovative start-up companies and transform the legacy of media processors through better architectural 
symmetry, and high-level C tools that support greater algorithm-mapping efficiency.  

 

5.1 Image Processing Algorithms Differentiate Products 
To examine the implementation alternatives, it helps to begin by looking at the development cycle.  When 
implementing image processing paths, there is almost always a preliminary step not usually present in other digital 
design activities Ñ  extensive algorithm prototyping.  Imaging algorithms are always prototyped, evaluated and 
refined at a relatively high level before being cast into a hardware implementation.  Traditionally, high level 
languages such as C/C+ were used for prototyping, and in recent times, Matlab/Simulink is used as modeling tools.   

 

In the best case, mapping algorithms to a high performance and cost effective implementation would be an 
automatic code compilation; yet most implementation styles today fall far short of being automatic.  They require 
greater or lesser degrees of manual work to complete.  In the extreme case the algorithm is ported to RTL, away 
from the C domain, making algorithm updates complex and hard to easily provide for.  

 

One important criterion when examining a high-performance programmable implementation is the ease of which 
users can go from algorithms to end-applications.  The best of the current generation of ÒNew Media ProcessorsÓ 
goes a long way to enable direct-compilation support for algorithm-to-end-application mapping without having to 
use proprietary languages outside of the accepted C and C++. 

 

5.2 Data Flow Management is Critical 
The implementation alternatives must address the issue of managing the flow of image data through the image-
processing pipeline.  All of the image path abstractions discussed previously in this paper assume an ordered, 
controlled flow of image data between processing blocks.  In reality however, each processing block may require 
data in a unique order.  Additionally, multiple blocks may share the same source data, but at different relative 
delays.  Figure 1 gives a simple example of these data buffering characteristics.  In general, data will be written into 
a buffer in one orientation, such as scan line order for example, and retrieved in another order such as n*n blocks.  In 
many cases the same data will be retrieved multiple times, each with a different ordering and with different relative 
delays (as shown in Figure 1).  This requires the data manager to comprehend the number of users, relative 
delays/offsets, access order and priority. 
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Figure 1. Example of Image Path Logical Data Buffering 
 

The ASIC and FPGA solutions can implement the required buffering model via instantiation of memory blocks, but 
this is very inefficient in terms of silicon area and memory bandwidth use.  Shared memory architectures are more 
efficient, but require customized logic to arbitrate access and manage queue addressing.  In the ASIC and FPGA 
implementations, the development of generalized and efficient mechanisms for data flow management can also 
dominate in terms of the development time. 

Some of the Reconfigurable Fabrics have made progress in trying to simplify stream dataflow.  Most include on-
chip controllers for system memory and support multiple DMA channels between this external memory and fixed 
internal buffers.  While these architectural features are useful, it still leaves dynamic stream management as a 
manual and very complex development task for the user. 

Of the New Media Processors, Stream Processors, Inc. (SPI) confronts the \data flow management problem directly.  
Its DSP products use a common C programming syntax to both define the compute-intensive kernels and the 
associated data contexts, called streams.  This syntax exposes the various stream connections and dependencies to 
the compiler, which allows for automatic synthesis of the control infrastructure to efficiently manage data movement 
between on-chip and off-chip memories. This is a patented programming model that profoundly simplifies data 
management and provides a deterministic, Òcache-miss-freeÓ execution. One primary reason to why traditional 
embedded processors generally perform badly on streaming type applications is that cache misses will be frequent 
for this type of data and very hard to minimize in these complex real-time systems. 

Before attempting to quantify the differences among the various implementation alternatives, we will examine these 
implementation choices in more detail in the next section: 

¥ Host PC based processing 
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¥ DSP, Video and Media Processors 

5.3 Host based processing 
As the performance of general-purpose processors has continued to increase, it has now become viable to perform 
some or all image path functions on these ÒhostÓ processors.  The present generation of high-speed, multi-threaded, 
multi-core processors can provide the kind of computational performance needed for image processing.  The 
problem with general-purpose processors is the cost.  These computers are optimized for general computation on a 
wide variety of diverse data processing and peripheral management tasks.  While they support broad applications, 
their cost and power per unit computation is high relative to more focused solutions.  However, systems that are 
compelled to use higher cost, higher performance processors to run single-source third party applications, as in the 
case of third party RIPs, can get an extra benefit from the processor by including other image processing functions. 

In addition to performance, host based processing excels in development productivity, too.  Tools for developing 
and testing are well refined and widely available.  Application development for general-purpose processors achieves 
very high productivity.  Consequently, systems that require high performance for other system requirements can 
offer some imaging acceleration at low incremental cost. 

5.4 ASICs 
Many manufacturers were early to adopt ASICs and had to build-up design resources from scratch to focus on 
digital image processing solutions.  Organizations have a tendency to maintain momentum, which is why some 
companies continue to develop ASICs, even when the economics for ASIC implementations are poor.  With each 
reduction of silicon geometry, however, the overhead in maintaining the skills to practice ASIC design increases; 
this is because the contributions of more and more subtle technology characteristics must be considered in designs.  
In addition, the NRE costs for smaller geometries grow exponentially, making it harder to motivate the return on 
investment. 

ASIC and FPGA share a common development methodology that involves the design of hardware at a low level Ð
close to the basic structures masked onto silicon.  Although there are certainly tools for encapsulating and 
modularizing, the chip designers usually work at a level of abstraction well below where software developers 
manage the logic in their programs. For instance, there may be functions in an image path that are simply too 
complex or programmatic in nature with many degrees of freedom to realistically implements, such as deskewing. 

The past 15 years have seen a myriad of design languages and synthesis technologies come and go, all attempting to 
move the level of abstraction up for hardware designers.  These can be very effective in expediting designs with 
sufficient size/cost/performance margin to accept somewhat sub-optimal results.  However, designs that strive to 
make best use of silicon area at the highest performance typically end up requiring manual design at the lowest 
levels of abstraction. 

5.4.1 The Mapping Divide 
In ASIC and FPGA based designs, an area of conflict arises with the typical algorithm development approach, since 
this low-level methodology and associated mentality is incompatible with the idea of iterative improvement that is 
common in algorithm development.  To explain, algorithm designers, using quick software prototyping, reach a 
point where they transition an algorithm over to the hardware developers.  The hardware designer expects something 
that is fully refined and ready for locking-into-silicon, namely mapping the algorithm into structures to be hardwired 
in silicon.  Unless the algorithm designers are extremely disciplined, there will be cycles of iteration in which the 
hardware designer is forced to redo work to adjust for late revisions from the algorithm developer.  In many cases, 
the algorithm is frozen only because time runs out on the hardware development, rather than because the algorithm 
reaches some ideal state of refinement.  In reality, the algorithm developer almost always continues with 
improvements after the initial release to the ASIC team.  This opens up a Òmapping divideÓ between what is actually 
in the chip and what the algorithm developer really wants.  As a consequence, late chip revisions and multiple chip 
spins end up becoming the common case, driving up the cost of ASIC development. 

All ASIC development-related costs have increased with advancements in technology.  Better design tools and 
methodologies have increased design capture productivity over the past 20 years, but these are partially 
compensated by greater complexity in back-end tasks like timing closure. 
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5.4.2 ASIC cost 
The real cost for any ASIC is the per-component cost plus the development cost amortized over total volume.  No 
matter how much companies may creatively redistribute their accounting of ASIC development cost to make the 
base chip cost look more attractive for a given project, these are the real costs that ultimately impact company 
profitability. 

Examination of the costs requires a break-down that includes all expenses related to manufacturing and packaging of 
the silicon, and all expenses associated with the ASIC development process: 

1. Engineering Ð the various one-time expenses to develop and verify an ASIC design. 
a. System architecture 
b. Algorithm / intellectual property development 
c. Design capture 
d. Design simulation / verification 
e. Design synthesis, timing analysis and closure 
f. Chip layout iteration and optimization 
g. Acceptance and manufacturing test development 

2. Tools Ð the recurring expenses to license CAE/CAD tools to support the design process. 
a. Mathematical modeling and visualization 
b. Design capture 
c. Design synthesis 
d. Simulation 
e. Timing analysis 
f. Floor-planning and other physical tools in some cases 

3. ASIC suppliers Non-Recurring expenses 
a. Layout charges 
b. Masks 
c. Prototype fabrication 

4. Per-component expense Ð based on supplier cost structures for: 
a. Lot management 
b. Wafer costs 
c. Wafer fabrication 
d. Dicing and packaging 
e. Testing 

 

5.4.3 ASIC Cost Example 
We will start with a basic ASIC design example to illustrate ASIC costs.  This example will be used as a basis for 
comparison of all implementation choices at the end of this section. 

A reasonable estimate for the gate complexity of such a standard image path at the 50 page/minute level is about 3 
million gates with a contone path at the same performance requires around 5 million gates.  If we assume that 3 of 
the 5 million gates can be acquired as licensed IP cores, there would be 2 million gates left over that must be 
managed directly by design engineers.  Assuming a rough productivity estimate of 130,000 gates/engineer-year, we 
would need 15 person-years (PY) of effort to complete a new design.  At a human resource cost of 20 PY at 
$150K/year this is $3M dollars.  Development time for a design of this size is typically around 18 months, so this 
project requires about 15 person-years Ö 1.5 years = 10 ASIC designers.  This is in addition to the basis 
algorithm/architecture development staff, which is (under) estimated at 3 PY (2 people for 18 months). 

Vendor NREs and tools costs must also be considered.  Masks, wafers and prototype processing can easily reach $1 
million.  For this analysis, we will be more conservative and use $500K.  The recurring license cost for a team of 10 
is easily $200K/year.  IP core licensing depends on the functions, but we will assume a one-time $100K for all 
licensed IP. 
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The final assumption is a per-unit cost for the target ASIC of $10.  Once this cost is fully burdened, this seemingly 
low component cost is actually more like $70 over the target product life.  This difference begs for alternatives that 
either lower real cost, or offer more product value at the same cost. 

This example assumes a relatively clean sheet design, i.e. design new from the start.  Most manufacturers, however, 
do not start with a clean sheet, but reuse pieces of previous designs which may dramatically reduces the costs of 
incrementally improved designs.  However, just as silicon technology moves forward year over year, design 
approaches and content change over time as well.  Ultimately, old design content needs to be replaced, and 
manufacturers cannot get away from paying for new design work.  The real issue is whether or not they can 
effectively implement a long term plan that both amortizes effort over many designs while also embodying a 
contemporary, competitive architecture. 

 

5.5 FPGAs and Reconfigurable Fabrics 
Today, a full range of FPGA densities, performances and architectures are applicable to digital image processing, 
attractive for low and medium volume products.  The limitation of the FPGA development approach is that it is 
primarily a low-level, hardware-centric process. 

We include the broad category of Òreconfigurable fabricsÓ with the FPGAs because work in industry and academia 
on reconfigurable fabrics is largely based on FPGA platforms.  To build specialized parts for the reconfigurable 
processing market, fabric manufacturers have carefully inventoried features, such as a high performance memory 
system and the tendency to need more ALUs than general logic.  So far, these appear to offer only incremental 
advantage to the digital imaging implementer.  In some cases, the wrong choice of bus size, buffer memory size and 
predefined data flow have actually prevented use of certain parts for document imaging.  Even if the architecture 
seems to fit, the complexity of mapping implementations usually forces a fall back to manual optimization to 
achieve best results.  While vendors do offer various tools to assist in application mapping, so far the productivity 
gains for real-world implementations appear to be minimal. 

The Òmapping divideÓ between algorithm development and hardware design applies to FPGAs well.  Ultimately, the 
only way to address the mapping divide is have only one language-based representation for the algorithms that 
compiles efficiently to both the simulation reference and the end-product.  This is a strong argument for the software 
programmable solutions described in the following sections. 

 

5.6 DSP/Video/Media Processors 
A number of seemingly promising technologies in the video/media processor and Digital Signal Processor (DSP) 
space have fallen short of meeting their promises of very high performance with software-like simplicity. 

These DSPs have always been enticing for digital imaging but consistently deliver surprisingly low usable 
performance for two dimensional (2D) image processing.  Early architectures that focused on 1D processing showed 
serious limitations in document imaging capabilities.  Even today, after addition of incremental features for 2D 
image processing, the leading DSP vendors have a minor presence in document imaging products. 

Although there is no single common characterization that describes the limitations of all the different types of media 
processors, one common characteristic was the lack of flexible, uniform, well integrated data streaming mechanisms 
necessary to support stall-free processing.  The limited support frequently appeared to be afterthoughts and not well 
integrated into the architecture, and less so into the programming model.  However, these mechanisms are absolutely 
central to pipelined imaging implementations.  Common for DSPs to date has also been that to achieve high 
performance, programmers had to resort to assembly-level programming and manually manage caches and data 
flows without sufficient high-level language support. Consequently, the fact that they were inefficient or difficult to 
program was what crippled the first generation media processors for document imaging use. 

Because of the lack of appropriate commercial off-the-shelf products, some document imaging companies have 
developed proprietary processors optimized for 2D/imaging applications, but these have not been consistently 
successful because of the need for ongoing investment to support an internal architecture.   
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Compared to the hardware-centric model discussed above for ASIC or FPGA design, a media processor or DSP 
does not necessarily mean easier implementation.  Enormous theoretical performance can be achieved in media 
processors with asymmetric architectures comprised of multiple processors offering different resources or 
algorithm-specific functional units, and multileveled, user managed buffer memories.  Unfortunately, approaching 
the theoretical performance requires careful low level planning and can exceed the complexity of pure hardware 
design.  Designer productivity is relatively low, and requires significant training to understand all the special cases. 

5.7 The New Media Processors 
The ideal case is a symmetric architecture with easy to understand parallelism and data flow abstractions that are 
fully transparent and predictable.  Today we are starting to see a new generation of processors that were designed 
from the ground up for fast, data-parallel computation on streaming data.  These processors are efficiently supported 
with high level language compilers.  The trend toward more software-based systems is unstoppable and the New 
Media Processors are currently the best hope for cost effective high performance image processing.  

A complete review of the new media processor vendors and their respective architectures and associated advantages 
is beyond the scope of this paper.  However, a very strong argument can be made for SPI as the leading vendor in 
this arena that brings a stream processing approach to market.  In particular, SPIÕs chips exhibit the following key 
characteristics critical to delivering a cost-effective document imaging pipeline: 

1. Outstanding development productivity 
a. High level language programming in C 
b. Easily understood parallelism 
c. Compiler assisted, hardware driven memory allocation and stream data management 

2. Excellent cost/performance 
a. High overall performance, typically more than 10X of a traditional DSP 
b. Low relative cost per unit of computation 
c. High integration Ð minimizes overall system component count 

 
A distinctive advantage of such as processor over ASICs is the fact that the same hardware can be reused for 
multiple operations to reduce cost, such as running both the print and scan pipeline, something that commonly uses 
two or more ASIC chips, each designed for its own particular task. 

The Storm-1ª SP16 processor from SPI is used as the benchmark for the New Media Processor entry in the 
following cost comparison. 

Below an example of a contone scan and print path processing pipeline. 
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Figure 2. Example of Image Path Running on SPI chip 
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6 Implementation Cost Comparison 
Realistic comparisons of cost for image processing solutions must include both component piece-costs and all of the 
expenses incurred in developing the end solution based on these components.  The table below quantifies both the 
piece-costs and the development and support costs for a typical application.  The pricing is indicative of average 
costs for the associated products and services. 

 
 COST 

ELEMENT ASIC FPGA Fabric DSP 
Previous 
Media 

New 
Media 
(SPI) 

Host 

1 Algorithm 
design $300000 $300000 $300000 $300000 $300000 $300000 $300000 

2 NRE $500000 0 0 0 0 0 0 

3 Licensed IP $100000 $100000 0 0 0 0 0 

4 Tools $200000 $100000 $20000 $20000 $20000 $20000 $20000 

5 
Design 
mapping $2000000 $1500000 $1000000 $800000 $500000 $500000 $300000 

6 Unit cost $10 $50 $150 $200 $100 $60 $300 

7 Base volume 50000 50000 50000 50000 50000 50000 50000 

8 
Full cost per 
unit $72 $90 $176 $222 $116 $72 $312 

9 
TTM 
advantage 0 3 3 6 6 9 9 

10 TTM adjusted 
volume 50000 54500 54500 59000 59000 63500 63500 

11 
TTM adjusted 
component 
cost 

$72 $87 $174 $219 $114 $70 $310 

12 REV NRE $250000 0 0 0 0 0 0 

13 REV 
Engineering $150000 $100000 $75000 $70000 $60000 $50000 $50000 

14 
REV  
component 
cost 

$80 $89 $176 $220 $115 $71 $311 

 Table 3. Implementation Cost Comparison 
 
Rows 1-5 itemize cost incurred in solution development.  Row 6 is the component cost charged to the solution 
developer by the component vendor.  The full cost, in row 8, adds the development costs, amortized over the total 
volume shipped.  Rows 9-11 characterize the advantage for faster time to market.  The fact that total product volume 
invariably increases with early market entry, a volume multiplier of 3% per month was included to compute 
ÒAdjusted volumeÓ.  The same costs amortized over the larger volume yields the ÒAdjusted component costÓ.  
Notice that the minimum-cost first-pass solutions are both ASIC and New Media, whose costs are roughly 
equivalent when all factors are considered.  When early market entry is considered, the New Media solution gains an 
additional edge.  Rows 12-14 characterize additional expenses incurred for revisions to the solution design.  
Furthermore, if we assume even a single respin of the ASIC, the New Media solution becomes the clear cost leader.  
Any additional revisions driven by feature enhancements or bugs further disadvantage the ASIC solution. 
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7 Conclusions 
This paper has offered an extensive discussion of image path algorithms and alternatives.  Today, the algorithms and 
architectures for document imaging devices, including scanners, printers, and multifunction devices, are still an area 
of ongoing innovation.  Given the lack of fixed solutions, flexible/programmable implementation architectures are 
preferable.  The ideal platform must provide the flexibility to incorporate new imaging innovations quickly and at 
low cost.  Flexibility alone is not sufficient, as shown by the failure of traditional DSPs to serve document imaging.  
Programmable devices need to support the heavy data transport and buffering needs of digital imaging in such a way 
that it is completely overlapped with complex and extensive computation. 
 
The emerging generation of high-performance media processors with efficient, transparent stream data flow 
management supported by efficient high-level compilers deliver highest possible value.  Of these New Media 
Processors, SPIÕs Storm-1ª SP16 processor leads the pack. 
 
 
7.1 Contone image path on SPI is the future 
A properly implemented contone image path readily provides superior image quality and image quality 
interoperability.  The contone path seamlessly supports emerging product features without awkward, costly and 
inefficient tactical stop-gaps measures. 
 
For many printer and MFD manufacturers, embarking on a contone image path represents the adoption of new 
technology. It should be clear from the implementation alternatives described that the most effective delivery 
vehicle for this new technology is a New Media Processor such as SPIÕs offerings.  SPIÕs processors yield superior 
product cost and performance while also dramatically increasing development productivity. 
 
Beyond the simple cost and time-to-market advantages for this type of implementation, programmability supports 
the emerging trend to enable post-ship upgrades and customization.  Product upgrades and bug fixes can be bundled 
into a software release process instead of requiring expensive hardware retrofits to machines in the field.  Finally, 
VAR and even end-user customizations requiring sophisticated new processing can be had by provision of an 
appropriate API.  Clearly, the programmability and high performance in a New Media Processor enables this future 
for digital document imaging. 


